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Hello, and welcome to this presentation of the STM32 
Hardware Signal Processor, or HSP.
The HSP is a high-performance coprocessor designed to 
support the CPU in various application domains requiring 
intensive mathematical computations.
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This presentation starts with an overview of the HSP, followed 
by a brief description of its most important hardware blocks.
Next, the software packages provided with the HSP are 
presented, and finally, indications of HSP processing 
performance are provided.
Refer to the product reference manual for a complete 
description of all HSP blocks and their functionalities.



HSP Architecture overview

Now HSP architecture overview
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• HSP stands for Hardware Signal Processor
• Independent processing subsystem including private peripherals

• High-performance DSP with floating-point/integer vector MAC engine

• Integrated memory controller for optimal memory utilization

• Flexible collaboration model with CPU
• Acceleration of CPU processing functions (signal 

processing/math/CNN)

• Offloading of CPU (signal processing/math/CNN/digital control loops)

• Extensive SW library support
• Comprehensive base library of optimized mathematical/DSP/CNN 

processing functions embedded in product ROM

• Plugin mechanism to upgrade and extend the processing function 
catalogue during product lifetime

HSP Overview

The HSP coprocessor is an independent subsystem 
embedding a high-performance signal processing engine 
(SPE), a memory controller, and a set of private peripherals.
The HSP is designed to collaborate with the main CPU by 
accelerating or offloading computationally intensive tasks.
Acceleration is used for signal processing, mathematical, or 
convolutional neural network operations performed on data 
arrays (vectors).
Offloading can be used for the same kind of operations, but 
also to autonomously perform digital control loops oriented to 
motor control or digital power applications.
ST provides a comprehensive base library of general 
mathematical, DSP, and flow control functions.
A plug-in mechanism allows upgrading or enriching the 
processing functions catalog during the product lifetime.



HSP Programming model

The signal processing functions  such as FFT, FIR, …are named processing functions.

The sequences of processing functions are named “processing list” (PL). 
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• The application can use the HSP in two modes

• Direct access to HSP processing services: accelerator mode

• Programming of HSP for offloaded execution: sequencer mode

• Accelerator mode programming

• The application calls the HSP service as a regular SW function

• The HSP immediately executes a processing function for the CPU

• The HSP SW framework abstracts SW/FW/HW interactions

• Sequencer mode programming

• The application records sequences of processing functions

• Each sequence is associated with a specific event

• Several HSP interfaces can generate events

• When the event occurs, the HSP executes the associated sequence

• The CPU is not involved (unless it needs to)

The HSP offers a simple programming model, which allows to 
access HSP processing capabilities even without low-level 
DSP programming skills.
An application running on the CPU can use the HSP in two 
modes: accelerator and sequencer mode.

In accelerator mode, as soon as the application issues a 
command, the HSP decodes and executes it immediately.

In sequencer mode, the application first records one or more 
sequences of HSP commands during a setup phase, 
associating each sequence with a specific event; at runtime, 
the HSP will then execute the appropriate sequence when an 
event occurs, without the need for CPU intervention.



In the HSP programming model, commands are called 
“processing functions”, and command sequences are called 
“processing lists”.

The figure also shows in red the events which can trigger the 
execution of a processing list.
In the bottom, in blue, the figure shows the data flow: data 
processed by each processing function can come from Stream 
interface or located into the shared memory.  



HSP Hardware architecture

• An efficient quad-MAC DSP core (SPE)
• Native 32-bit floating-point and 8/32-bit integer processing

• Optimized instruction set for signal processing and math algorithms

• Automatic clock gating capabilities for power saving

• A dedicated memory controller (MMC)
• Fast SRAM4 memory access for SPE

• Controlled sharing of SRAM4 and HSP registers with CPU

• A programmable event controller (EVTC)
• Collection and prioritization of events from multiple HW interfaces

• Support of dynamic allocation of SPE execution services

• A comprehensive set of SOC interfaces
• Two AHB slave ports for HSP control and external access to SRAM4

• Rich event/interrupt interconnections to CPU and other peripherals

• Configurable observation/tracing/debug ports
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The HSP is built around a very efficient DSP core named SPE, 
working in floating point single precision, in 8-bit integer and in 
32-bit integer.
The SPE includes:
4 single precision floating point multipliers, compliant to I-

triple-E 754
8 single precision floating point adders/subtractors, compliant 

to I-triple-E 754
4 8-bit integer multipliers, with 32-bit accumulators, for 

Convolutional Neural Network operations 
1 32-bit integer adders/subtractor
1 32x32 bits integer multiplier
a mathematical unit with floating-point division, square root 

and CORDIC algorithms
The HSP also embeds a memory controller (MMC) to handle 



accesses to memory and other HSP internal peripherals.
In this presentation, the name ‘SRAMx’ indicates the HSP 
memory, which can be shared with the CPU/DMA. The actual 
name of this memory depends on the product; refer to the 
product user manual for details.
The event controller (EVTC) collects and prioritizes events 
arriving from various interfaces: STREAM, TRGITF, DCMD, to 
be able to schedule SPE execution accordingly.
The HSP embeds 2 slave bus interfaces: 
• one port allows any master of the product (CPU/DMA) to 

access the shared SRAM
• one port configures and controls the HSP blocks
The HSP offers several interconnections to other peripherals 
and provides a rich interrupt interface.
The HSP also embeds other peripheral blocks not described 
here.
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• The MMC manages all accesses to SRAM
• Local accesses from the SPE core (instruction/data)

• External accesses from SOC masters (CPU, DMA)

• When HSP is disabled
• SRAMx behaves as other system RAMs

• When the HSP is enabled
• SRAMx is partitioned in contiguous memory sections

• CRAM: main firmware, plug-ins, and processing lists

• DRAM: private data, processing list parameters

• BRAM-A/B/AB: data buffers shared with the CPU

• Access to shared regions is controlled and arbitrated

• Local accesses from HSP are always prioritized

• External CRAM/DRAM access can be restricted

HSP Memory connections

The HSP memory controller (MMC) handles all accesses to 
SRAMx.
After a system reset, or when the HSP is disabled, SRAMx
behaves as any other system RAM, and can be accessed by 
any allowed master of the product.
When the HSP is enabled, the SRAMx is viewed as 5 
contiguous memory regions:
CRAM and DRAM are used by the HSP:
The CRAM must contain the main firmware, plug-ins, and 
processing lists
The DRAM contains private HSP data and processing list 
parameters
BRAM-A, BRAM-B and BRAM-AB are shared with the 
application and used for data exchanges and HSP 
computation.



The MMC arbitrates between external access requests from 
SOC masters like CPU/DMA, and SPE core local access 
requests to the SRAMx.
Priority is always given to the SPE for ensuring high 
computation performance, however the MMC can be configured 
to guarantee a minimum access bandwidth to SOC masters.
The figures illustrate an example product where the HSP is 
connected to the AHB interconnect.
The upper figure shows that, when the HSP is disabled, the 
SRAMx can be used as any other system RAM.
The lower figure shows that, when the HSP is enabled, 2 
memory cuts are dedicated to the HSP, and sections BRAM-A, 
BRAM-B and BRAM-AB are shared between the HSP and the 
application.
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• When the HSP is enabled
• SRAMx is shared between the HSP and the CPU/DMA

• Access to different SRAMx sections can be restricted

• CPU/DMA access to CRAM/DRAM sections
• Main use: HSP boot

• Can be locked out after boot (read-only/no-access)

• Only an HSP reset can unlock access

• CPU/DMA access to BRAM sections
• Main use: application data exchange with HSP

• Standard DSP and mathematical processing functions require the 
application to use the BRAM-AB section for data exchange

• CNN processing functions require the application to use BRAM-A and 
BRAM-B sections for data exchange

HSP Memory sharing details

As previously explained, SRAMx sections are shared between 
the HSP and SOC masters when the HSP is enabled.
This allows the CPU to load the HSP firmware into the CRAM 
and DRAM sections to boot the HSP.
To protect firmware integrity, the MMC provides the option to 
restrict external access to the CRAM and DRAM sections after 
HSP boot.
The application can decide to make CRAM and DRAM 
inaccessible to any bus master of the product, allow only read 
accesses, or keep CRAM and DRAM fully accessible. This last 
option is not recommended when the HSP is activated.
The SPE always has access to all SRAMx sections.
SOC masters of the product can access to: BRAM-A, BRAM-B 
or BRAM-AB sections



Writing into BRAM-AB writes both into BRAM-A and 
BRAM-B banks.
For standard functions, the application must use the 
BRAM-AB section for data exchange.

For CNN functions the application must use BRAM-A and 
BRAM-B sections for data exchange; this is handled 
transparently by ST EdgeAI Suite tools for mapping neural 
networks on ST hardware platforms.



Designed to support sample-per-sample processing
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• 4 unidirectional 32-bit buffers
• Each buffer can be configured in CPU-to-HSP (C2H) 

or HSP-to-CPU (H2C) direction

• CPU end can be handled by any SOC master (e.g. GPDMA1)

• C2H data can be converted into float32 with no penalty

• Synchronization features
• An HSP event is raised when the SOC master reads/writes a 

data element (e.g. to trigger the next element processing)

• Buffer events can optionally be combined for flexibility

• Interrupts to CPU or SPE can be raised on overflow/underflow

• A TRGO event can be raised when the HSP writes/reads a 
data element (e.g. to trigger the next DMA transfer)

STREAM interface

The STREAM interface is designed to support sample-by-
sample processing dataflows.

The STREAM contains 4 unidirectional 32-bit buffers:

• Each buffer can be configured in the CPU-to-HSP 
direction (C2H) or the HSP-to-CPU direction (H2C)

• In the CPU-to-HSP direction, the data is automatically 
converted into float32 with no cycle penalty

The STREAM can generate events when a master of the 
product (a CPU or DMA) writes or reads a data into a buffer. It 
is possible to combine STREAM events for flexibility.

The STREAM can generate an interrupt for the main CPU or 
triggers a TRGO, when a buffer is empty, or when the SPE 



writes a data into a buffer. 

TRGOs are generally connected to the trigger inputs of DMA 
blocks of the product to start data transfer. 

The STREAM also detects Overflow / Underflow conditions.



• Up to 20 trigger inputs 

• 10 trigger blocks (TRGINx):
• Polarity selection, 

• Memorization of the input trigger, 

• Resynchronization 

• Can wakeup the SPE from low-power 
mode

• Overrun detection 
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TRGITF interface

The TRGITF interface provides up to 64 trigger inputs. The 
number of available inputs depends on your product.

Refer to the reference manual to check how many trigger 
inputs are available.

Each trigger input can be connected to one of the 10 TRGIN 
blocks through a statically programmable switch.

Each TRGIN performs polarity selection, latching and 
resynchronization of the input trigger signal. This ensures that 
no trigger signals are missed, even if they are very short 
pulses.

The TRIGITF can wake up the SPE when an event is 
detected, to enable use cases where the SPE is kept in low-
power mode until it has a processing task to execute.



The TRGITF can also detect and report overrun situations, 
where the same trigger input is received twice in a row before 
the SPE has served the first event.



The CPU and SPE can directly generate events to request execution of a 
processing list

They have two ways to trigger processing lists:

• Use a dedicated event (via CDEG or HDEG)

• Use events shared with other interfaces (via CSEG or HSEG)

HDEG interface allows the SPE to request the execution of any processing list with 
the highest priority 

CDEG interface allows the CPU to request the execution of any processing list with 
the lowest priority 

HSEG interface allows the SPE to request the execution of processing list 1 to 22 
with a priority from 1 to 22

CSEG interface allows the CPU to request the execution of processing list 1 to 22 
with a priority from 1 to 22
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Software event generator - SEG

The Software event generator (SEG) allows the CPU and SPE 
to directly generate events to request execution of a 
processing list

Events can be generated using a dedicated event generator, 
named CDEG for CPU Dedicated Event Generator, or HDEG 
for HSP Dedicated Event Generator

Events can also be generated using a shared event generator, 
named CSEG for CPU Shared Event Generator, or HSEG for 
HSP Shared Event Generator

HSP Dedicated Event Generator interface allows the SPE to 
request the execution of any processing list with the highest 
priority 



CPU Dedicated Event Generator interface allows the CPU to 
request the execution of any processing list with the lowest 
priority 

HSP Dedicated Event Generator interface allows the SPE to 
request the execution of processing lists 1 to 22 with a priority 
from 1 to 22

CPU Dedicated Event Generator interface allows the CPU to 
request the execution of processing lists 1 to 22 with a priority 
from 1 to 22
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The events coming from  various interfaces: STREAM, TRGITF and SEG go the 
Event Selector.

The event selector connects an event to a task request

DCMD, CDEG and HDEG are directly connected to priority encoder

A priority encoder selects the task request having the highest priority 

The Task controller wake-up the SPE and provides the processing list address 
corresponding to the processing list number selected

During the recording of the processing lists, the SPE main firmware fills-up the PL 
LUT
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wfeSPE processing PL5

17 Idle

PL17 wfePL18

17
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The task request having the lowest number has the highest priority (task_req0 = 
highest, task_req27 = lowest)

The execution of a processing list cannot be interrupted by another processing list

In the example:
• The task request 18 asserted, no pending tasks  served immediately

• Task 5 is executed before task 17 because it has a higher priority.

• Task requests are cleared when the processing list execution starts or by SPE specific action

Event controller (EVTC) 

The event controller (EVTC) collects and prioritizes events 
generated by the STREAM, TRGITF, SEG, and DCMD 
interfaces, and controls the scheduling of SPE processing tasks.
The priority and scheduling scheme ensures that, when the SPE 
is ready to execute a new task, the task associated with the 
highest priority event is scheduled for execution.

The EVTC priority encoder uses a fixed policy. Lower event 
identifier numbers have higher priority. Event 0 has the highest 
priority, and event 27 has the lowest priority.

To increase flexibility, the EVTC event selector includes a 
programmable switch. The application can route each input 
event signal to the appropriate event identifier number that 
defines its priority level.

The priority encoder block has a single output that represents 



the highest priority active event if an event is present.

The EVTC task controller block continuously monitors the state of 
the SPE and, as soon as the SPE is found to be ready for 
execution (idle), it captures the currently selected event from the 
priority encoder, if any, and uses it to start the appropriate 
processing list on the SPE. Conventionally, the processing list 
associated with a given event has the same numerical identifier 
(i.e. the processing list associated with event N is identified as 
processing list N).

As soon as the SPE starts executing the processing list 
associated with the selected event, the EVTC automatically 
acknowledges the input event, so that the trigger input source is 
informed that its request has been served. This results in the 
event being quickly removed from the list of pending events.

The EVTC scheduling policy does not permit the execution of a 
processing list to be interrupted by a new event, even if the new 
event has a higher priority than the event associated with the 
currently executing processing list. The EVTC scheduler does not 
support processing list preemption.

The bottom figure shows an example of EVTC event prioritization 
and SPE task scheduling policy in a situation where three different 
events, having event identifier numbers 18, 17, 5 (i.e. increasing 
priorities) arrive at the EVTC shortly one after the other, while the 
SPE is initially idle.

When event 18 arrives, it is captured and selected by the priority 
encoder because there is no other pending event, and since the 
SPE is idle, the task controller immediately schedules the SPE to 
start executing processing list 18.
During execution of processing list 18, event 17 arrives, and since 
it has a higher priority than event 18, it gets selected by the 
priority encoder, but this does not immediately result in any 



change on the SPE scheduling because it is still executing 
processing list 18. Please note that event 18 is acknowledged 
automatically by the EVTC shortly after the start of processing list 
18.
Event 17 remains selected as the highest pending event until 
event 5.
Since event 5 has a higher priority than event 17, event 5 
becomes the selected event. However, this does not result in any 
immediate change to the SPE scheduling, because the SPE is 
still executing processing list 18. Both events 5 and 17 remain 
pending.
As soon as the SPE becomes ready for execution, that is after 
completing the execution of processing list 18, the task controller 
schedules the execution of the processing list associated with the 
highest pending event (event 5). Shortly after processing list 5 is 
started, event 5 is acknowledged automatically by the EVTC, 
which causes event 17 to become selected as the highest 
pending event again.
When the SPE completes processing list 5, the task controller 
finally schedules the execution of processing list 17.
At the end of processing list 17, since the task controller does not 
have any pending request, the SPE returns to idle mode.

The task controller relies on a programmable lookup table (LUT) 
to know the address of the executable code associated with each 
event identifier number, so that it can immediately point the SPE 
to the appropriate address when a new task is scheduled for 
execution.

The task controller LUT is initialized with the correct addresses by 
the SPE firmware during the recording of application processing 
lists.

The operation is fully transparent for the user.
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Break outputs
• Used to stop sensitive peripherals when a critical issue is detected by HSP

• Error flags: HDEGOVRF, FWERRF, ACCERRF, OPCOERRF, FPUERRF

• Processing function flags (PFCTF[31:28]

• Flags 31 to 28 used inside processing function can also be used to generate a break. The 
activation of those flags is controlled by SET_FLAG function

• The set of active input signals can be selected for each break output

Break inputs
• SPE execution can break upon detection of various events

• Error flags: same as break output sources, plus FPUSATF (floating-point saturation)

• DBGMCU can break the SPE when the CPU breaks 

• An interrupt can be generated to application (BKINF) when the SPE breaks

• The application can resume execution of the SPE if
• All enabled break sources are inactive, and

• BKINF is cleared

Break interface (BKITF) 

The HSP includes a break input interface and a break output 
interface.

The break output interface provides four break output signals. 
These signals are asserted based on various HSP internal 
events.

- Error flags such as HDEG overflow flag, firmware error flag, 
access error flag,  invalid opcode flag, or floating-point unit 
error flag can assert one of the break output signals.

- Processing function flags 31 to 28 can assert the break 
output signals. Control these signals inside a processing list 
by using the middleware function HSP_SEQ_SetFlag().



On MCUs, the break outputs are generally connected to the 
break inputs of timers. The user shall refer to the reference 
manual of its product to check the break interconnection.

The break input interface allows to freeze the SPE execution 
according to various events:

- The error flags for the break output interface and the 
floating-point saturation flag can freeze SPE execution.

- A break input signal is available, but it is not connected in all 
microcontroller units (MCUs). When the signal is asserted, it 
freezes the SPE execution.

- The DBGMCU block available on each microcontroller can 
also halt the SPE when the CPU breaks.

- When CTI is present in the product, the SPE can break if the 
CPU breaks, but the SPE can also break the CPU if the SPE 
breaks.

An interrupt is generated for the application (BKINF) when the 
SPE breaks.

The application can resume execution of the SPE if all enabled 
break sources are inactive, and BKINF flag is cleared.



The HSP offers a large variety of interrupts and flags for the application.

The HITC  provides 3 groups of interrupts:

• Interrupts generated by error events (hsp_err_it)
• SPE errors: Arithmetic errors, bad access error, invalid opcode

• Various overrun/underrun conditions 

• Interrupts generated by various events (hsp_evt_it)
• Buffers states, message box, task indicators

• Interrupts generated by firmware: processing list or 
kernel functions (hsp_fwevt_it)

• Various custom firmware events: saturation, task complete, …

• All interrupts are ORed to provide the HSP global interrupt

HITC

nc

nc

nc

OR hsp_it

Error Interrupt 
Control

Event Interrupt 
Control

Error signals

Hardware event 
signals

Firmware event 
signals

HSP Interrupt Controller (HITC)

The HSP offers a wide range of interrupts and flags for the 
application.

The HSP Interrupt Controller provides 3 groups of interrupts:

A group of Interrupts collecting all the error events 
A group of Interrupts collecting all the events, for example 
STREAM buffer flags, MSGB flags, SPE task indicators… 
A group of Interrupts collecting all the events generated by the 
processing lists. Up to 32 flags are available for processing list 
applications.  

The 3 groups of interrupt are ORed to provide a HSP global 
interrupt.

Note that most of the MCUs only have the global interrupt 
connected.



• After a power-on reset, the application must copy the main 
code and optionally plugins binaries into the CRAM.

Note that DRAM and CRAM can be accessed as any other RAM after a power-on or 
HSP reset.

• When the main code and plugins are loaded the application 
can lock C/DRAM and boots the HSP.

• Then the HSP activates the plugins and waits for application 
commands or events:

• Application commands are used to:
• Record a new processing list (PLSUP)

• Execute directly a processing function (accelerator mode: PLDCMD)

• And other various settings…

• The events trigger processing list already recorded (PLRUN) or indicate if an 
event not connected to a processing list is activated (PLFAIL)
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After a power-on reset, the application must copy the main 
code and optionally plugins binaries into the CRAM.

Note that DRAM and CRAM can be accessed as any other 
RAM after a power-on or HSP reset.

When the main code and plugins are loaded the application 
can lock CRAM and DRAM and boots the HSP.

When the HSP boots it will first activate the plugins if any and 
waits for application commands or events and remain in wait 
for event as long as it is not requested to perform an action. 
Application commands are mainly used to record a new 
processing list (PLSEQB), to execute directly a processing 
function (accelerator mode: PLDCMD).



The PLSEQB is a built-in processing list, activating the 
sequence builder.

The PLDCMD is also a built-in processing list in charge of the 
execution of the direct commands (the accelerator mode).

The PLFAIL is also a built-in processing list handling errors, for 
example in the case where the application activates an event 
not connected to a processing list.

The PLRUN represents the execution of the processing lists 
already recorded by the application. 



Direct command interface is using the DCMD and PARAM blocks

The direct command interface is dedicated to the accelerator mode

How to execute a direct command ?

• The CPU enters the ID of the processing function to execute. 
This action wakes-up the SPE. 

• Function parameters are directly stored by the CPU into the 
HSP_PARAMRx registers while the SPE is decoding the command

• The CPU enters then the data pointers.

• As soon as a pointer is written, the SPE does the address translation,
and store it into HSP_PARAMRx

• The HSP automatically start the function execution when 
all pointers are processed. 

• Middleware functions are handling this handshake 
making it transparent for the user. 
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Direct command protocol 

The SPE executes operations in accelerator mode thanks to 
DCMD and PARAM blocks.

The DCMD block is optimized to reduce command-decoding 
latency.
The DCMD block contains pointer registers and a command 
identification register.
The PARAM block is a set of 16 registers shared with the SPE 
and generally contain the command parameters.

The lower figure illustrates how the SPE decodes and 
executes direct commands. The SPE contains dedicated
firmware that handles command decoding and execution.

When the CPU writes the ID of the processing function to 



execute, the SPE wakes-up from WFE. 
The SPE reads and decodes the command while the CPU 
writes data parameters into the PARAM registers.
After command decoding, the SPE knows how many pointers it 
needs before executing the requested command.
The SPE waits for the data pointer if the CPU has not written it 
yet.

As soon as a pointer is written, the SPE performs address 
translation and writes the translated address into the PARAM 
registers.
When the SPE receives all data pointers, it immediately runs 
the selected processing function, which takes parameters from 
the PARAM block.

The command complete flag is set to inform the CPU that 
command execution is complete.



Processing list are recorded using the MSGB and PARAM blocks

How to record a processing list ?

• The application must send a command to start a sequence recording:
HSP_SEQ_StartRecordPL()

On reception of the command the SPE wakes-up and waits for further commands.

• The application records the processing functions in the order he wants 

to see them executed. Example:
HSP_SEQ_Fir_f32() 
HSP_SEQ_VectMul_f32() 
HSP_SEQ_Rfft_f32()
… 

Each command is translated into assembly code and stored into the CRAM, 
parameters are stored into the DRAM

• The application must send a command to stop recording:
HSP_SEQ_StopRecordPL()

The processing start address is stored into the PL LUT. The processing list is 
ready to use. 
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Sequencer mode command protocol 

The SPE records processing lists by using the MSGB and 
PARAM blocks.
The MSGB block contains semaphores, a message register 
that allows the CPU to send a message to the HSP, and a 
message register that allows the HSP to send a message to 
the CPU.
The PARAM block is a set of 16 registers shared with the SPE. 
It generally contains the command parameters.

The lower figure illustrates how the SPE records a processing 
function in a processing list.

The application must send a command to start sequence 
recording: HSP_SEQ_StartRecordPL().



On reception of the command, the SPE wakes up and waits for 

further commands.

The application records the processing functions in the order 

that it wants them executed.

Each command is translated by the sequence builder into 
assembly code stored into the CRAM, the associated 
parameters are stored into the DRAM.
The generated assembly code either calls HSP functions 
located in CROM or directly performs the requested operation 
in the processing list.

The application must send a command to stop recording: 

HSP_SEQ_StopRecordPL()

When this command is received, the sequence builder stores 
inside the look-up table named PL LUT the processing list start 
address. Then the processing list is ready to use.
Note for each command, the sequence builder sends back a 
status indicating if the command is accepted or not associated 
to an error code.



• Up to 37 user processing lists can be recorded

• Each processing list has an ID number for 
identification 

• Each processing list is connected to an event

• The event having the lowest value has the highest 
priority

• Processing list size and numbers are limited by 
CRAM and DRAM free area

STREAM TRGIN

Proc. List 0
0

Proc. List 1

Proc. List 22

Proc. List 23

Proc. List 24

Proc. List 25

Proc. List 2

Proc. List 36

Events generators Priority

...

...

...

... ...

27

1
CSEG

or
HSEG

HDEG (SPE)

22

CDEG (CPU)

• The SPE can trigger with priority 0 any processing list

• Processing lists 1 to 22 can be connected to STREAM, 
TRGIN, CPU or SPE events

• Processing lists 23 to 36 can be triggered by the CPU or SPE

• The CPU can trigger with priority 27 any sequence

Sequencer mode: recording processing lists 

Up to 37 user processing lists can be recorded. Each 
processing list has an ID number for identification. Each 
processing list is connected to an event.

The figure shows that the SEG of the SPE generates an event 
with priority 0, which is the highest priority. The event can 
trigger any of the 37 processing lists.

Similarly, the SEG of the CPU generates an event with the 
priority 27 , which is the lowest priority. It can also trigger any 
of the 37 processing lists. 

The STREAM, TRGIN, SCEG, and HSEG interfaces can 
trigger events with priorities from 1 to 22.

A selector allows routing any interface to the wanted priority 



level.

There is no restriction on processing list size. The size and 
number of processing might be limited by the amount of CRAM 
and DRAM available.
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- - BUFF[3] TRGIN[0] TRGIN[5] HSEG[8] CSEG[8] 8 ==> 8
- - BUFF[0] TRGIN[1] TRGIN[6] HSEG[9] CSEG[9] 9 ==> 9

Activated 
Processing 

List
HDEG

EVTxSRC[2:0] position
Priority 

27 ==> 0 to 37CDEG

…

How to connect a processing list to an event ?

• During the recording phase, a processing list must be identified by a number (pl_id).

• This pl_id identifies the processing list but also gives its priority level

• The application must select which event shall trigger this processing list pl_id

Example:
1 - Create the processing list number 6 

2 – Select the interface which shall trigger the processing list 6

Processing list can be triggered by: 

• STREAM Buff[1]

• TRGIN[3], TRGIN[8]

• HSEG[6] or CSEG[6]

… But also, by HDEG, or CDEG …

3 – Configure the selected interface

4 – Enable the corresponding event

Sequencer mode: programming trigger events

To connect a processing list to an event:

During the recording phase of a processing list, the application 
must assign a number to the processing list to identify it and 
define its priority level.

The application must then enable and configure the 
corresponding event in the EVTC block for this processing list 
number.

For example, assume that the application creates processing 
list 6.

The reference manual includes a table that lists the trigger 
sources for processing list 6.

The application can select STREAM Buff[1] or TRGIN[3], 



TRGIN[8] or HSEG[6] or CSEG[6]. 

If one of these sources is selected, processing list 6 is activated 
by event 6, with a priority level of 6.

Processing list 6 can also be activated using the CDEG 
interface, which uses event 27 (lowest priority) to activate the 
processing list.

Similarly, processing list 6 can be activated using the HDEG 
interface, which uses event 0 (highest priority) to activate the 
processing list.

When the event source is selected, then the corresponding 
interface must be configured, and finally the corresponding 
event must be enabled.



HSP Software packages

Now HSP Software packages



HSP software architecture

• The HSP comes with a comprehensive set of optimized library 
functions, covering a wide application space

• The core of each processing function is implemented within the 
HSP firmware, which runs directly on HSP hardware

• The application can easily access HSP processing services 
through a high level API (middleware)

• The middleware layer abstracts interactions with HSP firmware 
through the hardware abstraction layer (HAL)

• The middleware exposes multiple API modules dedicated to 
various HSP use cases

HSP Hardware

MiddleWare DSP Lib 
SEQ mode

MiddleWare CNN Lib
ACC mode

Arm CMSIS-DSP-Like lib 
ACC mode

HSP Firmware API

HAL/LL functions

HSP

CPU

MiddleWare DSP Lib 
ACC mode

Application

STMicroelectronics offers a rich library of optimized HSP 
processing functions that simplify HSP application 
programming.

This enables application developers to benefit from HSP 
processing services without learning low-level HSP 
programming or even without being DSP algorithm experts.

The HSP processing function library is licensed for unlimited 
use together with the product, free of charge. 

The core of each HSP processing function is developed and 
optimized by STMicroelectronics experts. It is stored in the 
CROM and CRAM memory sections as part of the HSP 



firmware.

The CPU interacts with the HSP firmware through the hardware 
abstraction layer (HAL). The HAL manages inter-processor 
communication and synchronization.

The main HSP application programming interface is the 
middleware, which offers more than 300 function prototypes, 
grouped in API modules dedicated to various HSP use cases 
(e.g. accelerator mode, sequencer mode, CNN processing etc) 
and abstracts low level interactions with the HAL and firmware 
layers.



HSP middleware API modules

HSP middleware API modules:

• CMSIS-DSP compatible API
• Accelerator mode calls (about 35 functions)

• Fully compatible with Arm® CMSIS-DSP f32 functions

• Blocking and non-blocking execution modes

• Function name prefix: stm32_hsp_

• Direct mode processing API
• Accelerator mode calls (about 100 functions)

• API not compatible with CMSIS-DSP, but more functions 
available

• Blocking and non-blocking execution modes

• Function name prefix is: HSP_ACC_

• Sequencer mode processing API
• Sequencer mode calls (about 175 functions)

• Function name prefix: HSP_SEQ_

• CNN processing API
• Accelerator mode calls (about 15 functions)

• Natively supported by STM32 CubeAI Studio tools

• Function name prefix: HSP_ACC_

The HSP middleware exposes four API modules.

The first API module is fully compatible with Arm CMSIS-DSP 
simple-precision floating point functions library.

It contains about 50 accelerator mode functions, supporting 
vector processing operations.

To benefit from HSP acceleration, application developers can 
simply replace the Arm CMSIS-DSP function calls by the HSP 
equivalent ones, which only have a different prefix.

Two execution modes are supported: in blocking mode these 
functions are fully compatible with Arm CMSIS-DSP. In non-
blocking mode, each function simply posts the command to 
the HSP and returns the control to the application; an interrupt 



can be rasised to the CPU when HSP computation completes. 
Using non-blocking mode allows both the CPU and HSP to 
operate in parallel, if required. The choice between blocking and 
non-blocking execution modes is set by a static compile switch 
at application build time.

The second API module is the middleware direct mode 
processing function library.

It contains about 120 accelerator mode functions, supporting 
vector processing operations. This API is not compatible with 
Arm CMSIS-DSP but it covers its full functionality and offers 
additional mathematical and signal processing functions.

It supports blocking and non-blocking execution modes like the 
previous API.

The third API module is the middleware sequencer mode 
processing function library.

This module contains approximately 170 sequencer mode 
functions, which cover the full functionality of the accelerator 
mode API and extending it with scalar processing and 
conditional execution constructs, memory and register access 
functions and other features dedicated to processing list 
programming.

Functions in this API module are typically used during the 
application startup phase as they do not result in immediate 
execution, but rather in the recording of functions into 
processing lists.

At application runtime, the HSP automatically executes the 
recorded processing lists as soon as the associated events get 
triggered,



The fourth API module is the middleware CNN processing 
function library.

The library includes approximately 20 accelerator mode 
functions, supporting efficient execution of some types of neural 
network layers.

It is compatible with the STM32CubeAI code generator.



HSP FW vs MW processing function interfaces

FIR processing function example

• Firmware function FIR_F32 is used by the following middleware functions:
• stm32_hsp_fir_f32()
• HSP_ACC_Fir_f32()
• HSP_SEQ_Fir_f32()

• Accelerator mode calls stm32_hsp_fir_f32() and HSP_ACC_Fir_f32() trigger the execution of 
FIR_F32 immediately

• Sequencer mode call HSP_SEQ_Fir_f32()is used to record inside a processing list a call to firmware 
function FIR_F32

• Processing function calls in different API modules leverage the same HSP firmware core functions

A core processing function implemented in the firmware is 
typically used by multiple middleware functions.

For example, the FIR_F32 core processing function 
implements FIR filtering, Three middleware functions perform 
FIR filtering: HSP_SEQ_Fir_f32(), the HSP_ACC_Fir_f32() 
and the stm32_hsp_fir_f32().

HSP_ACC_Fir_f32() and stm32_hsp_fir_f32() trigger 
immediate execution of FIR_F32.
HSP_SEQ_Fir_f32() is used to record inside a processing list 
the firmware function FIR_F32; the processing list will be 
executed only when its associated event becomes active.



Since the different API modules rely on the same firmware 
functions, performance differences between APIs for the same 
processing function are usually minor, particularly when the 
data buffers passed to the function are comparatively large 
(hundreds or thousands of data elements).

In reality, sequencer mode calls are always slightly faster than 
accelerator mode ones because command decoding and 
parameter interpretation are done during the recording phase in 
sequencer mode, while they are done during the execution 
phase in accelerator mode. Processing time differences 
between different APIs are usually in the range of a few tens of 
clock cycles, which may become visible with small data buffers 
(tens of elements or less).



HSP_ACC_VectMul_f32(hhsp1, WorkB, WinB, WorkB, FFTSIZE);
HSP_ACC_Rfft_f32(hhsp1, WorkB, FFTSIZE, FFT, BITREV, RFFT_TYPE1);

// Processing list recording (init phase) 
HSP_SEQ_StartRecordPL(hhsp1, PL12_PROCESSING); // Start rec

HSP_SEQ_VectMul_f32(hhsp1, WorkB, WinB, WorkB, FFTSIZE, IOTYPE);
HSP_SEQ_Rfft_f32(hhsp1, WorkB, FFTSIZE, FFT, BITREV, RFFT_TYPE1);

HSP_SEQ_StopRecordPL(hhsp1); // End of rec

arm_mult_f32(WorkB, WinB, WorkB, FFTSIZE);
arm_rfft_fast_f32(&Rfft1, WorkB, FFT, BITREV);

CMSIS-DSP code

• Processing function calls in different API modules have the same abstraction level
• Programming a processing list is as simple as writing CMSIS-DSP code

stm32_hsp_mult_f32(WorkB, WinB, WorkB, FFTSIZE);
stm32_hsp_rfft_fast_f32 (&Rfft1, WorkB, FFT, BITREV);

Same parameters, same initializationAccelerator

Accelerator

Sequencer

Programming example: using different API modules

Here is a basic programming example showing how an original 
code snippet using Arm CMSIS-DSP function calls can be 
translated into functions accelerated by the HSP or recorded 
into a processing list.

Note as well that programming the HSP is as simple as using 
CMSIS-DSP functions, and that all HSP processing function 
APIs offer the same abstraction level.



Most sequencer mode middleware functions receive pointers as arguments

Generally, the last parameter (ioType) defines the properties of those pointers
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HSP_SEQ_*(…,…,…,…, uint32_t ioType);

Pointers can have different targets:

• Pointers on BRAM-AB Memory (ABMP):
• Must be used when the data are located into the BRAM-AB region

• Provides the best HSP performance

• Pointers On Pointers (POP):
• Can be used to address data buffers located into the BRAM-AB region

• A POP pointer is a pointer to a BRAM-AB location containing a pointer to a data buffer 

• The value of POP pointer can be changed dynamically by the processing functions or by the application

• Pointers on Interface Buffer Peripheral (IBP)
• IBP pointers must be used to address STREAM buffers

HSP_SEQ_Fir_f32(&hhsp1, InB, CoefB, StateB, OutB, N, IoType);

ABMP
IBP
POP

ABMP
IBP
POP

ABMP
POP

ABMP

Sequencer mode processing function pointers

Most sequencer mode HSP processing functions receive 
pointers as arguments.

The following pointer types are supported:

• Pointer on BRAM-AB: the pointer target is the address of a 
shared data buffer

• Pointer-on-pointer on BRAM-AB: the pointer target is the 
address of a pointer to a shared data buffer

• Pointer to a memory mapped HSP peripheral (e.g. a 
STREAM buffer)

The benefit of the pointer-on-pointer (POP) type is that it 
allows an application to change dynamically the location of a 
data buffer when the HSP is used in sequencer mode.



Pointer values are passed to sequencer mode functions during 
processing list recording and cannot be changed at runtime.
This means that, if a regular pointer is passed to a sequencer 
mode function, the processing function always operates on the 
same buffer address at runtime.
On the contrary, if a POP pointer is passed to a sequencer 
mode function, it is possible to modify to contents of the pointed 
location at runtime, to change the buffer address the function 
will operate on.

For example, if an application requires a filtering function to 
toggle between multiple sets of filter coefficients, it can load all 
the coefficient sets into the BRAM and pass a POP pointer to 
the desired filtering function while recording it into  a processing 
list. In this way, whenever the application wants to change the 
coefficient set, it can simply write the corresponding address 
into the location pointed by the POP pointer, so that the new 
coefficient set will be used at the next execution of the 
processing list.

The same approach can be used to change input or output 
buffer addresses for processing functions.

To enable HSP processing functions to interpret each pointer 
argument correctly, most sequencer mode function prototypes 
have an extra parameter called IoType (a combined 
enumeration value) which specifies the types of pointer 
arguments passed to the same function.



CNN Functions:
• Directly compatible with Cube-AI

• Cube-AI generates an executable code from a network description, using the HSP_CNN functions to 
speed-up the network execution

• Execution of a neural network can be a mix of layers executed by the HSP and the CPU

• For layers executed by the HSP, the CPU perform the data transfer and the sequencing of the layer 
execution, the HSP performs the computation.

CNN functions only available in accelerator mode

CNN Processing acceleration

The CNN functions that the HSP provides are directly 
compatible with the STM32Cube-AI tool suite.

STM32Cube-AI generates an executable code from a network 
description, using the HSP_CNN functions to speed-up the 
network execution.

The execution of a neural network can be a mix of layers 
executed by the HSP or by the CPU.

For layers executed by the HSP, the CPU performs the data 
transfer and the sequencing of the layer execution, the HSP 
performs the computation.



HSP supports layers having a kernel size bigger than 
BRAM-A and BRAM-B size.  

HSP is working in parallel to CPU:

• The CPU handles the data flow (sequencer, memory copy, 
re-order if needed)

• The HSP performs the mathematical operations
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Example of typical sequence for a layer:

• The CPU runs the command, and loads data to process the first 
block (I,K,B,Q)

• HSP performs initialization and remains in WFE until ‘go’ event 
occurred

• Then HSP processes first block while the CPU prepares data for 
next block to process

• When the HSP completed execution of the block it notifies the 
CPU, and goes to WFE until it receives the ‘go’ event, and so on…

CNN Processing dataflow

HSP supports the processing of neural network layers that are 
larger than BRAM-A and BRAM-B size.

On HSP configurations without an integrated DMA engine 
(HSPDMA), the HSP work in parallel to the CPU.
The figure shows a simplified schedule for layer execution.
To run a layer, the CPU first writes the CNN command into the 
HSP. The CPU also copies the first lines of data input (I in the 
drawing), the kernel (K), the bias values (B), and the 
quantization values.
In parallel, the HSP completes its initialization, and sends back 
an event when done. 
When the CPU completes the data copy, it triggers processing 
of the provided data.
In parallel the CPU can copy the next data block to process. 



When the HSP completes its operation, an event is sent to the 
CPU, and the CPU can trigger the execution of the next data 
block and read output from HSP.
This cycle repeats until the whole layer is processed.
Note that the complete dataflow described above is handled by 
CNN middleware functions.



More than 150 processing functions, among which:

• Filter functions on real
• BIQUADs: Direct form 1 and 2 transposed
• FIRs: with and without decimation, LMS
• IIRs: Direct form 1, lattice, dedicated control loop
• Filter bank, convolution and correlation 

• Vector/Scalar functions on real
• Arithmetic: ABS, RMS, AVG, SQRT, ADD, MUL, DIV, SAT…
• Type conversion: Q31, Q15, integer to float32, and vice-versa 
• Trigonometric: SIN, COS, ATAN2, EXP, LOG….
• And others: MIN, MAX, COMP, DEC, ZINS, COPY, SET…

• Vector/scalar functions on complex
• Arithmetic: CONJ, MUL, MAG, MAGSQRT, DOTP, …

• Matrix functions on real
• Arithmetic: ABS, ADD, SUB, MUL, OFFSET, SCALE
• And also: INV, TRANS, VECT2COL, COL2VECT

• Scalar functions on integers
• Arithmetic: ADD, INC, MUL, MADD, AND, OR, NOT XOR

• Transform functions
• CFFT, RFFT, DCT, ICFFT, IRFFT, IDCT

• CNN functions
• CONV2D, PW_CONV2D, DW_CONV2D, FCONN,…

• Conditional functions
• IF_ELSE, IF_LOOP, LOOP…

• Misc. functions
• MISC (3): SET_FLAG, SET_TRGO, SEND_EVENT

HSP Processing function categories

HSP offers a rich set of optimized processing functions.
For additional information, see UM3360



HSP Software plug-in extensions

The Plug-in mechanism allows the applications to add extra 
functions as independent binary code

• No need to upgrade the firmware to add a new plug-in

Plug-ins are also used to correct HSP limitations

Plug-in allows to upgrade the HSP capabilities during the 
product lifetime

Once activated, the plug-in can be used as any other HSP 
processing function, in accelerator or sequencer mode.

Up to 64 plug-in can be activated, if CRAM size is big 
enough.

Main concept:

• The HSP embeds by default standard firmware libraries

• A per domain function Zoo will be available (via Cube)

• The user selects via Cube MX the plug-in functions requested for its 
application. 

The HSP offers a plug-in mechanism that allows applications 
to add functions as independent binary code.

Plug-ins are also used to correct HSP limitations.

Thanks to plug-in the HSP possibilities keep-on increasing 
over the product lifetime. 
Adding a plug-in does not require upgrading the main firmware 
code

Once activated, the plug-in can be used as any other HSP 
processing function, in accelerator or sequencer mode.

Up to 64 plug-in can be activated, if the CRAM size is 
sufficient.

In summary, the HSP embeds generic optimized processing 
functions by default.



ST provides processing function libraries for each domain.

By using STM32CubeMX, users can add the required plug-in 
functions to their products for specific applications.



HSP Processing performance

HSP Processing performance
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HSP Relative performance: CMSIS-DSP use cases

This slide shows the relative performance of HSP compared to 
Arm Cortex M33 and M7 cores for various CMSIS-DSP 
function use cases, including signal processing, real and 
complex algebra and general vector manipulation use cases.

The height of each bar represents the total number of clock 
cycles required to process a use case on each core. Lower 
values indicate better performance.
The graph can be used to estimate relative performance in 
terms of execution time (e,g, milliseconds) in case all the cores 
are assumed to operate at the same clock frequency.
For clarity, HSP execution times for all use cases are 
normalized to 1.0.



For example, executing the use case stm32_hsp_cfft_f32() 
(complex FFT) on the Cortex M33 core requires approximately 
13 times the number of cycles required by the HSP for the 
same use case.



Performance has been measured on STM32U3B5/3C5, 
using GCC compiler

For measurements named CubeAI, the network is 
exclusively executed by the Cortex M33

For measurements named CubeAI + HSP the network 
is executed by the Cortex M33 and HSPV

E
C
T
O
R

DescriptionNetworks
The input:  3 channels,  32x32 pixels image
Gives the probability that the input image belongs to one of the predefined categories. 
Up to 10 categories are supported. 

Image classification
(pretrainedResnet_quant.tflite)

The input is a matrix 10x49
Can recognize up to 12 predefined keywords

Keyword spotting
(kws_ref_model.tflite)

The input:  3 channels , 96x96 pixels image 
Detects if there is a person in the image

Visual wake word
(vww_96_int8.tflite)

The input is 1 channel, 140x24 pixels image
Recognizes text within a digital image

OCR 
(bz126042_ocr_alex.tflite)

The input is a matrix 30x40 samples 
Recognizes only 1 wake word

Streaming WW
(strm_ww_int8)
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Performance comparison CubeAI,  CubeAI+HSP on CM33 platform

CubeAI CubeAI + HSP

The smaller is better !

HSP relative performance: CNN use cases

This slide shows the relative performance of the HSP with 
respect to the Cortex M33 core when running various neural 
network processing use cases.

The height of each bar indicates the total number of clock 
cycles required to process a use case on each core. Lower 
values indicate better performance.
The graph enables direct estimation of relative performance in 
terms of execution time, for example, milliseconds, if both 
cores operate at the same clock frequency.
For clarity, HSP execution times for all use cases are 
normalized to 1.0.

Five simple neural network use cases were evaluated:
• Image classification



• Keyword spotting
• Visual wake word
• Optical character recognition
• Basic streaming wake word

The results show that when HSP is enabled, the network 
execution time is reduced by a factor of three on average.

When the HSP is enabled, not all neural network layers will 
necessarily execute on the HSP.
The STM32CubeAI tool will identify, for each neural network, 
which layers can be efficiently supported by the HSP and which 
need to run on the CPU core.

Measurements were performed on the STM32U3B5/C5 
product.
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Thank you

Thank you for attending this training. Additional information is 
available on the ST website. For example:
- Reference manual
- User manual 3360
- Application note AN6400


